Al Law: Lecture 1 Notes
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Fall 2025

Perhaps surprisingly to some, the outcome of much litigation turns
on the fundamental technical details of foundation models. What
are they trained on? Why are they trained on those things? Do the

memorize or actually learn general patterns? To understand the tech-

nical jargon and analyses, we will open with a very rough overview
of foundation models, enought to fit in one lecture.

1 A Thousand Foot View of LLMs

The fundamental goal of most LLM model creators, especially as
we integrate additional modalities beyond text-based language into
them, is to have general purpose systems that can quickly learn to

do any task. The Stanford cohort of folks, like myself, sometimes call
these models foundation models, instead of LLMs, to capture their mul-
tipurpose basis. These models take a massive amount of data, “train”
on them to learn underlying statistical patterns, then are adapted to a

bunch of different downstream tasks that meet the users’ needs.
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Currently, we mainly focus on a constrained goal for LLMs, basic
chat assistants. So if you're a lawyer, you might want to engage in a

conversation like the following:

User: Write me a legal memo about the current state of fair use doc-

Figure 1: Foundation Models, taken
from Bommasani et al. (2021).
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trine after Warhol? Cite the most relevant cases.

AT Assistant: Sure, I can help with that.

To: [Recipient Name]

From: [Your Name]

Date: June 1, 2024

Subject: Current State of Fair Use Doctrine Post-Warhol Decision
Introduction

This memorandum provides an analysis of the fair use doctrine follow-
ing the Supreme Court’s decision in Andy Warhol Foundation for the
Visual Arts, Inc. v. Goldsmith, 598 U.S. ___ (2023). This landmark case
has significant implications for the application of fair use in the context
of transformative works. . . .

To get there, the LLM approach is to focus on modeling the dis-
tributions of next tokens." If you get really really good at modeling
what words could come next given a series of previous words, we
(perhaps surprisingly) find that this is enough to learn to solve many
many different types of tasks, as well as learning higher-level reason-
ing mechanisms. To see what I mean by modeling next token distri-
butions, consider that you're given a sentence, “In Brown v. Board of
Education, the Supreme Court ruled that ____” Now, imagine what
you would fill in for the next word. It could be many different things:

* In Brown v. Board of Education, the Supreme Court ruled that the

* In Brown v. Board of Education, the Supreme Court ruled that
schools

e In Brown v. Board of Education, the Supreme Court ruled that segre-
gation

¢ In Brown v. Board of Education, the Supreme Court ruled that char-
ter

When we train a model on tons and tons of data, the model can
also narrow down the potential words that might come next with suf-
ficiently accurate probabilities. Then we can actually have it complete
the sentence accurately (with sufficiently large models and data).

In this case, GPT-2 (which can now run on many consumer lap-
tops), outputs the token distribution seen in Figure 1.

To complete the text, we can then sample from the next token
distribution—we choose randomly according to the probabilities
that each token is assigned. Or we can choose the most probable
token—greedy selection. Let’s say that we selected “charter” based
on random sampling. Remember that random sampling means that
any token can be chosen as long as it has non-zero probability. This
will be important to remember when we discuss model errors in the
future.

* For now, just think of a token as a
word, we’ll learn more about this soon.
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In Brown v. Board of Education, the Figure 2: Next token distribution for
Supreme Court ruled that ___ GPT-2
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In Brown v. Board of Education, the Figure 3: Update next token.

Supreme Court ruled that charter
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rights | 0%
public | 0%
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education | 0%

What do we do next? We feed in the original text snippet, plus
the selected token back into the model. Then the model gets the next
token distribution after that, again and again and again. We do this
until the model suggests a special token called a “stop token” or
an “end of sequence token” which says that the model should stop
generating (or, alternatively, if we’ve run out of compute). Notice,
though, unlike in the first iteration, after we feed in the selected
token (in this case, the word “charter” we have only two real choices:
“school” or “schools.” As seen in Figure 6, almost all tokens have
close to zero probability mass.? The model has learned sufficiently 2In jargon, a probability mass is just the
from its training data that “Brown v. Board of Education probably amount of probability on a given token.
wasn’t a ruling about “charter... planes?”
Now, this is all more easily said than done. To understand how we
get from nothing to a model that can answer user requests, there are
many different components—and interesting twists and turns. I'll try
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to give enough of an overview so that you can understand not just
how they work, but begin to have a better intuition of how and why
things can go wrong. In particular, we’ll focus on these main aspects
of LLMs:

1. Tokenization

2. Embeddings

3. The Transformer Architecture
4. Pretraining

5. Finetuning

6. Alignment

7. Evaluation

8. Red Teaming, Harms, and Failure Modes

2 Tokenization

Let’s start with tokenization. As noted above, a token is (for better or
for worse), not a word. Nor is it a character, a punctuation, or any-
thing else. It is a statistically-derived unit of text (or other modality
like audio or images). To build some intuition, we can go to the Tik-
tokenizer website, which is a convenient tool for building intuition
about tokenizers of different models. If we take our previous text,
we'll get something like this:

Figure 4: TikTokenizer screenshot.

Tiktokenizer ot .

In Brown v. Board of Education, the Supreme Court ruled that Token count
13

In Brown v. Board of Education, the Supreme Court rule
d that

818, 4373, 410, 13, 5926, 286, 7868, 11, 262, 5617, 30
78, 8879, 326

Show whitespace


https://tiktokenizer.vercel.app/?model=gpt2
https://tiktokenizer.vercel.app/?model=gpt2
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So we end up with 13 tokens. Mostly, we lucked out and we get
whole words (with a few smaller character and punctuation tokens
mixed in).

e 5 R s SR o i R e i 2 g

Brown . Board of Education the Supreme

What do these numbers mean? We have a “dictionary" where we
can use the token “ID” (index) to look up a mathematical represen-
tation of that token—something that we’ll get to in the Embeddings
Section (§ 3). For now, just think of it as the page number for where
you can look up more information about a token. Similarly, like the
index of a book, you can take a token’s text and find its token ID.

Sometimes we won't be so lucky. Gideon v. Wainwright, 372 U.S.
335 (1963)—while having far fewer words, gets mapped to about the
same amount of tokens as Brown v. Board of Education of Topeka, 347

U.S. 483 (1954).

v N v R Bes

Court ruled that

Figure 5: TikTonizer screenshot.

gpt-4o [ gpt-4o

Token count ‘Token count
22 20

Brown v. Board of Education of Topeka, 347 U.S. 483 (1 Gideon v. Wainwright, 372 U.S. 335 (1963)
954)

88461, 323, 13, 10837, 328, 13626, 328, 2514, 424, 185 38, 617, 263, 323, 13, 486, 524, 83439, 11, 220, 3403
4, 11, 220, 34040, 601, 1242, 13, 220, 40681, 350, 786 6, 601, 1242, 13, 220, 29587, 350, 6514, 18, 8
6, 19, 8

Show whitespace Show whitespace
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Bt C GRS L

You'll notice, nothing about the tokenization of Gideon seems log-
ical. The words are broken up in odd ways. 1963 turns into 196 and

3.
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Why does this happen? Because a tokenizer is also trained—it is
learned from statistical patterns in a large dataset. Mostly, this is
with some variation of the Byte-Pair Encoding (BPE) algorithm (or
something like it). You don’t need to know the exact details of it, but
you can think about it at a high level as follows.

First, you start off with just the base-level tokens (characters or
“bytes” of information). So if you were training on the United States
constitution, you’d first tokenize something like this:

1 = ’ Figure 6: A character-level tokenization
h h nite tate of the first part of the constitution. The
first step of BPE.
in - a more perfec
on n e do
i the
mmon | e genera

elfa

Then, we find all the pairs of tokens that we have so far that are
most statistically likely to go together. In this case, we see an awful
lot of t's going together with h's.

th nite
in re p
on n
i1
mmon | the

elfa

Figure 7: The t's and h’s get clustered
tate together next.

ec
e do
the
nera

After that the e’s mostly go with th’s so we get our first full word
token.

And this continues on and on until you fill up whatever vocabu-
lary size that you've allocated. Your vocabulary size is the amount
of tokens you're willing to have. GPT3 and 4 have roughly 100k
tokens, GPT-4(0) has around 200k.

Well, you might ask, why can’t I just encode everything as char-
acters/bytes and call it a day? Well researchers have dreamed of this
for years (Xue et al., 2022), but it’s too expensive. Remember that
LLMs work by predicting next tokens. The cost scales linearly with
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Figure 8: Our first full word token.

tate
ect

e do
the
nera

the amount of tokens you have to generate to respond to a user. So,
the larger your vocab size, the fewer tokens you'll have to generate.
This goes for multiple languages as well. A selling point of Ope-
nAl's GPT-4(o) release was that it required fewer tokens for other
languages. For most models, there’s a non-English “tax.” It costs
more to use other languages (per token) because they simply require
more tokens. Our sentence, “In Brown v. Board of Education, the
Supreme Court ruled that” is 13 tokens in English ($0.00013 for gpt-
4-1106-preview in June 2024). Translated into Chinese, it costs almost
dobule at 24 tokens ($0.00024). And translated into Ukrainian, we get
more than 3x the cost at 42 tokens ($0.00042). Languages with fewer
speakers tend to be less represented in the data and end up costing
more due to this phenomenon.

This results in other effects too. Recently, researchers have found
what are referred to as “glitch tokens.” They are tokens that are
counter-intuitive as to why they might be so statistically likely as to
get their own token.

Consider these three real tokens in the GPT-2 tokenizer: “TheNi-
tromeFan” (token 42090), “RandomRedditorWithNo” (tokeni 36174),
and SolidGoldMagikarp (43453). Why are these even in the tok-
enizer? It turns out that there is a SubReddit called “r/counting”,
where users collaboratively (or competitively?) count to infinite.
Every day, they respond to one another, incrementing the previous
post’s number by one.

These three tokens (“TheNitromeFan”, “RandomRedditorWithNo”,
and “SolidGoldMagikarp”) are actually just usernames from this sub-
reddit. They posted, according to a recent counting (pun intended),
84581, 63434, and 65753 times to the counting forum, respectively.
When OpenAl then scraped the web for data, these tens of thousands
of posts made their way into the dataset. Then when the tokenizer
was trained, each of these users got their own token.

Similarly, researchers have dug into the origins of a large num-
ber of these strange tokens. externalActionCode (token 31576), for


https://www.lesswrong.com/posts/8viQEp8KBg2QSW4Yc/solidgoldmagikarp-iii-glitch-token-archaeology
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< 9 roounting - 16 days ago Figure 9: r/counting thread

buy_me_a_pint

5,385k Counting Thread

carrying on from Here

next get 5386k

ey (R Q T, share

Single comment thread See full discussion

. Christmas_Missionary - 14d ago
5,385,283 db
©® {3 [DReply L Award T, Share -
'3 TheNitromeFan - 14d ago
)
5,385,284
© {3 [JReply £ Award T, Share
@ peakystwins - 14d ago
5,385,285
©® {3 (JReply L Award T, Share -
@ colby6666 - 14d ago
5,385,286
28 (JReply £ Award (T, Share -

@ 734 more replies

v

@ reddit @ "arton_bots Q (@ VERBNBSEI®) search Reddit Figure 10: The /r/counting leaders.
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o Full list

* Top 1000

* Top500

* Top250

¢ Top 100

Rank User Counts
1 /u/davidjl123 163477
2 /u/Smartstocks 113829
2 /u/atomicimploder 103178
4 /u/TheNitromeFan 84581
5 /u/SolidGoldMagikarp 65753
6 /u/RandomRedditorWithNo 63434
7 {u/rideride 59024
8 /u/Mooraell 57785
9 /u/Removedpixel 55080
10 {u/Adinida 48415
1 /u/rschaosid 47132
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example, appears on every congressional bill tracker that’s reposted
across the web. Digging into the vocabularies of models also tells you
how much (or how little) data cleaning took place when the tokenizer
was trained. Recently researchers were shocked to find long strings
of spammy and adult content in the Chinese tokens of GPT-4(0)’s
tokenizer (along with “Socialism with Chinese characteristics”).

185118 _AAEH R BAANE X 185118 _Japanese porn videos for free Figure 11: Chinese spammy tokens in
116852 PEBHFRAR 116852 China Welfare Lottery every day GPT—4(0)
128031 AR S BRAELIER 128031 Long-term free hot online boutique

154809 TR FEER AV 154809 Uncoded high-definition free v

172750 KERR=A/NEIR 172750 Dafa Express Big and Small Single and Double

177431 (EEABTLEAM AR 177431 Leave something for the owner

181679 qqRKRPHE 181679 QQ's daily lottery

184969 _HA—RISE KRS 184969 _Japanese first-class special yellow blockbuster

187822 KRR=FRLER 187822 Dafa Express Lottery Results

49649 FARFTEBIER 49649 Caishen Competition Invitation Code

89409 REMAELNE 89409 Free video online

122333 TBAFHERE 122333 Uncoded high-definition free

122712 BB —RZR =KX 122712 Uncoded Zone 1,2 and 3

128600 ARAIEIFZTHI 128600 Dafa Time Lottery Plan

1332741 01 1 [ 133274] [:] [1 [
135161 RRIIIFAR 135161 Dafa Time Lottery Results
149168 AKRAJE A 149168 How to Dafa Time Lottery

160029 KRR=ZER 160029 Dafa Express 3 is the state

160131 KRIR=ZF 2 160131 Is Dafa Express 3 a state

160267 RRPFZMiG 160267 Tiantianzhong lottery website

176039 EH— X X=X 176039 Boutique Zone 1, Zone 2, Zone 3
186348 KRR=2(t4 186348 What is Dafa Express 3

187516 KERR=FEHBE 187516 Dafa Express 3 trend chart

187810 HLMETXFH 187810 Watch online with Chinese subtitles
191179 KERR=ELE 191179 How to watch Dafa Express 3

193825 FEHFBHAREN 193825 Socialism with Chinese characteristics
194062 FHHSHERETE 194062 Is Caishen Zhengba a state

These glitch tokens can result in undefined behaviors (something
that we’ll explain more in the embeddings section). One key way
things can go wrong is if you train the tokenizer on different data
than you train the model itself. Essentially, the model never learns
what the token really means (or at least what’s statistically most
likely to come after that token). So researchers have found that mod-
els “glitch” out when asked to repeat these tokens, either replacing
the word(s) that should have been there with something random, or
just failing to generate anything. This leads to a potential security
problem since it gives an attack vector for people to trick a model
into entering unusual behavior modes.

Finally, I won’t get into it too much, but LLMs are being trained on
all kinds of data using the same model all at once, not just text. But
how would you even tokenize an image? Or audio? Well, you can
take the image, split it into “patches” of pixels and then feed each of
those patches into the model as a “token”. Similarly, for audio, you
can turn the audio into a spectrogram and then turn that into patches
as well.
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Figure 12: Glitch token effects
Please repeat back the string " attRot".

g ¥

Why did you stop there?

| stopped because the string "

‘ ...because the string what?

| apologize, the string "

Model: GPT-4

AD Can you spell the word “legalArgumentException” with letters separated by hyphens?

@ I'm sorry, but "parisonalidation" doesn't seem to be a valid word. Can you please provide the

correct spelling or clarify the word you are looking for?
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